
Semantic Segmentation with DGCNN on ScanNet

Abstract

We present our work on point cloud semantic segmenta-
tion on ScanNet [2], using DGCNN [7]. Dynamic graph
CNN [7] is a CNN-based model suitable for high-level
tasks including classification and segmentation and partic-
ularly designed to deal with point clouds since they are an
unordered and irregular 3D representation. In this work
we conduct different experiments on DGCNN with different
downsampling methods, different number of points and dif-
ferent set of features. We train PointNet++ [6] and use it as
a baseline for comparison. In the end an evaluation of the
experiments is conducted.

ṽi = ψθi (vi)

1. Introduction

Point clouds are one of the most widely present shape
representations and are the raw output of most 3D data cap-
ture devices. Learning on point clouds is challenging since
they inherently lack topological structure. Using standard
deep learning approaches such as CNN on point clouds is
therefore not straightforward. A common approach to solv-
ing this problem is to convert point clouds to other formats
such as 3D grids, but this method is inefficient because the
conversion typically introduces quantization artifacts and
requires more memory capacity. To tackle this issue many
models have been developed to learn directly on point cloud
such as PointNet [5], PointConv [8] and DGCNN [7]. In
this project we perform the task of semantic segmentation
on point clouds directly with the DGCNN [7] model. We
use ScanNetv2 [2] as a benchmark dataset. ScanNetv2 [2]
is an RGB-D video dataset containing 2.5 million views
in more than 1500 scans annotated with 3D camera poses,
surface reconstructions, and semantic segmentations. An
example of one scene is shown in figure 1. In order to
show how well DGCNN performs, we compare it to Point-
Net++ [6]. We briefly explain the two models in section 2.
In section 3, we are explaining the experiment setup. After-
wards, in section 4 we are discussing the results in regards
of their respective mIoU and accuracy.

2. Methods

In the following, we are giving a short overview of the
methods which are used in the experiments.

2.1. DGCNN

Dynamic graph CNN model is based on the EdgeConv
module.

In this module, for each point a graph of the k closest
neighbours in the feature space is computed. The embed-
ding of the point is updated based on its previous embed-
ding and the embedding of its neighbours.

The graph is dynamically computed because the set of
k-nearest neighbours of a point changes from layer to layer
and is computed over the embeddings.

The model enables non local diffusion of information
throughout the point cloud since the proximity in the fea-
ture space is different from the proximity in the input space.
So, the model can capture semantic characteristics over po-
tentially long distances in the original embedding.

The EdgeConv layer is permutation invariant and can be
plugged into existing architectures. The architecture that
we use for training is similar to the one proposed by the pa-
per [7]. It is composed of a spatial transform block in the
beginning, multiple interleaved EdgeConv layers and seg-
mentation head in the end.

2.2. PointNet++

PointNet++ [6] is an extension of PointNet [5] which is
more robust to non-uniformly sampled point sets. The ar-
chitecture can be divided in hierarchical point set feature
learning, segmentation and classification. The hierarchical
structure consists of set abstractions which contains a sam-
pling and a grouping layer.

In the sampling layer, farthest point sampling (FPS) is
applied to get a better coverage for the point set. After-
wards, the grouping layer outputs sets of points each repre-
senting a local neighbourhood. Each region is then passed
through a PointNet layer [5] to capture point-to-point rela-
tions in the local region.

3. Experiment

To test how well DGCNN performs on ScanNetv2, we
are also running the experiments on PointNet++. Scan-
Netv2 consisting of 1513 scanned and reconstructed indoor
scenes [2]. For the experiment, we follow the split in [6]
with 1201 scenes in the training set and 312 scenes in the
test set. In order to see how good DGCNN performs on
ScanNetv2, we also train PointNet++ and compare it to
DGCNN. Furthermore, we conduct experiments with differ-
ent downsampling methods such as uniform sampling and
farthest point sampling to see how it affects the performance
but also the hardware limitation that a whole scene does not
fit into the memory.



Figure 1. Example of a scene from ScanNetv2

3.1. Downsampling

In our experiment, we reduce the number of points for
each scene with either point sampling methods or by using
sub-volumes. In the following, we will describe the adopted
methods.

3.1.1 Point sampling

Point sampling is done by selecting a subset of points to
represent the original at a sparse scale. It can help improve
the efficiency of 3D data processing and has many appli-
cations. There are several ways to do this task, some meth-
ods are handcrafted such as random sampling, farthest point
sampling, and grid sampling. Other techniques based on
learning have also been developed and proved to be better
sampling methods such as S-NET [4], and SampleNet [3].
For simplicity, we use only uniform sampling and farthest
point sampling. In the first method, points are sampled from
a uniform distribution where each point is unique. The sec-
ond is a greedy algorithm that samples points iteratively.
First a random single point is sampled. Afterwards, in each
iteration, the farthest point from the already sampled set is
sampled. We compare these sampling techniques with dif-
ferent number of points ranging from 1024 to 16384 points.

3.1.2 Sub-volumes

By using sub-volumes we are able to process a scene by
dividing it in multiple parts based on the number of points
specified before.

1. We specify the size of the sub-volumes and the dis-
tance from the center to the next box and repeat the
process for the rest of the scene.

2. Next, we merge two boxes if the number of points of

two is less than the given threshold and divide a box if
it is above the threshold.

3.2. Training

We train on both PointNet++ and DGCNN using the
same experiment data to compare the results. We use the
default models hyper-parameters given in the official repos-
itories for our experiments and we try to fine tune the main
hyper-parameters like learning rate and optimizer. Our
training was limited by the GPU resources, so most of the
experiment training was for around 4 hours, but with exper-
iment that was still showing improvement we continue with
the training for another 4 hours.

3.2.1 DGCNN

For the experiments we use an existing implementation of
DGCNN1 and extend it by our needs. As for the training,
we begin with the hyperparameters proposed in [7]. Due to
GPU resource limitations, we cannot use a batch size of 32,
thus we choose an individual batch sizes for every dataset.
We simply use the next smallest batch size that still fits into
GPU memory. For our datasets we notice a high fluctuation
in the validation loss. We consider three possible reasons
for the high fluctuations: 1) low batch size, 2) overfitting,
3) high learning rate.

1) We cant use a higher batch size, due to the afore men-
tioned GPU resource limitations.

2) Overfitting can be tackled by regularization tech-
niques like dropout or L2 regularization. These might
smooth out the fluctuations. We dont want to further uti-
lize dropout, as it is already part of the DGCNN model and
we dont want to change the original implementation. The
implementation of DGCNN, sets the L2 regularization to

1https://github.com/AnTao97/dgcnn.pytorch
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Table 1. Experiment results for DGCNN and PointNet++
DGCNN DGCNN (Adam) PointNet++

Number of points sampled Features Down Sampling avg. acc mIoU avg. acc mIoU avg. acc mIoU
1024 xyz US 0.29 0.26
2048 xyz US 0.28 0.25 0.31 0.29
8192 xyz US 0.28 0.26 0.27 0.26
16384 xyz US 0.31 0.28 0.35 0.30 0.23
1024 xyz+rgb US 0.19 0.18
2048 xyz+rgb US 0.20 0.18
8192 xyz+rgb US 0.20 0.20
16384 xyz+rgb US 0.23 0.23 0.28 0.26 0.29
1024 xyz+rgb FPS 0.19 0.21 0.24 0.24
2048 xyz+rgb FPS 0.21 0.22 0.28 0.25
8192 xyz+rgb FPS 0.21 0.22 0.37 0.31 0.32
16384 xyz+rgb FPS 0.26 0.25 0.35 0.30
1024 xyz+rgb Sub-volume
2048 xyz+rgb Sub-volume
8192 xyz+rgb Sub-volume 0.21 0.21 0.30
16384 xyz+rgb Sub-volume

Figure 2. learning rate of 0.1 (red), learning rate of 0.01 (green)

0.0001. We experiment with higher and lower values, but
they either lead to higher or similar fluctuations. We decide
to keep the proposed value of 0.0001. Overfitting can also
be prevented by adding more data. For example, we can add
more points per sample or enrich the training set using more
samples per scene (sub-volumes or data augmentation). We
already consider more points per sample by having datasets
with different amounts of sampled points per scene. Also,
we already use sub-volumes as part of our experiments. We
did not look into data augmentation because (just like sub-
volumes) it will make the training set bigger, which results
in longer training times, what again conflicts with the con-
strained time of GPU usage.

3) Lastly, we experiment with other learning rates. In
figure 2 we show that with a smaller learning rate we can
dampen the fluctuations in the validation loss.

To summarize, for our experiments we use the training
configuration in [7] with a reduced learning rate of 0.01 and
smaller (dataset individual) batch sizes. For better compar-
ison we train every model for 100 epochs if not stated oth-
erwise.

4. Results & Discussion

In this section we explain and discuss the results of the
several experiments which we have conducted.

4.1. Quantitative results

Table 1 summarizes the quantitative results from our ex-
periments. In the first three columns we show the dataset
properties. Those are the number of sampled points, se-
lected point features and the applied down sampling tech-
nique. In the other columns we show the results achieved
on the validation set for DGCNN and PointNet++. Results
are presented in mean intersection over union (mIoU) and
average accuracy (avg. acc). In the following we mainly
focus on mIoU score.

Firstly, we examine the DGCNN results. It is clearly
visible that with the higher number of points, the higher the
results. It can be observed that this applies for all selected
features and sampling methods. Overall, this improves the
mIoU score by up to +5%.

When moving from features that only include coordinate
information (xyz) to features that also include color infor-
mation (xyz+rgb), the performance drops. For the datasets
using uniform sampling (US) the mIoU drops by -8% (1024
points), -7% (2048 points), -6% (8196 points), -5% (16384
points). From the results it can be observed, that with the
higher number of points the smaller the performance drop.
This can also be perceived when comparing with the FPS
results. Because of higher number of features, we think that
training the network longer might lower this gap. Due to
time constraint, we could not look into this.

Using FPS instead of US we again can improve the re-

3



sults by up to +4% mIoU. An improved performance does
not come with a surprise. Farthest points are often geomet-
rically important points - points that shape objects in the
scene. With FPS we can sample more meaningful points
than with uniform sampling. This way the model can easier
learn the representation, which results in a better score.

Lastly, we also evaluated the sub-volume technique on
8192 points with xyz+rgb features. With US and FPS one
sample corresponds to one scene. With sub-volumes one
sample is one sub-volume, hence for one scene we have now
multiple samples, which leads to a overall bigger training
set. Due to the increased training set size we could only run
29 epochs of training in four hours. From figure 4 we can
assume, that with longer training the loss will most likely
decrease, which will most likely improve the mIoU score.
Thus, the difference of -1% mIoU score between FPS and
sub-volume might be neglectable.

In DGCNN [7] they trained and evaluated the model on
S3DIS [1] for the task of semantic segmentation. Although,
we use different datasets, the model achieves significantly
better results. We took this as an occasion to further tune
our model. Therefore, we replaced the SGD optimizer with
the Adam Optimizer. Adam is known for more effectively
training, which is especially suitable for our case, where
we are constraint in training time. With this change we
achieve similar or better results. Most models improve by
+3% mIoU, whereas one model improves up to +8% mIoU.

Due to limited time, we only compare DGCNN with
PointNet++ on some datasets. The best PointNet++ model
achieves an mIoU score of 0.32. This seems reasonable as
the official PointNet++ mIoU score on the ScanNet bench-
mark is 0.33. Compared to the best performing DGCNN
model, PointNet++ achieves a +1% higher mIoU score.

4.2. Qualitative results

Figure 3 shows two points clouds. One annotated by our
best performing DGCNN model (left) and the other anno-
tated with the ground truth labels (right). The color of the
point reflects the assigned class. One can see that especially
points that are part of the floor are well classified. On the
other end, our method fails to distinguish i.a. the green,
orange and purple points in the ground truth, which are all
classified with the same class in our prediction (light green).
We suspect that the class imbalance might cause this issue,
because the model does better with points of high occur-
rence (floor) compared to points of low occurrence. We ob-
served that more recent methods [8] implement a weighting
in the loss function. It is possible that this weighting ad-
dresses the class imbalance problem.

5. Conclusion
In this work, we trained DGCNN on the ScanNet dataset

for the semantic segmentation task. With a various num-

Figure 3. Qualitative results of DGCNN evaluated on 8192 points
(left) compared to point cloud annotated with ground truth labels
(right)

Figure 4. DGCNN loss and mIoU score while training on 8192
points with xyz+rgb features using sub-volumes (pink) and uni-
form sampling (orange)

ber of experiments, we showed that varying the number of
points per sample the performance increase with a greater
number of points and the effectiveness of FPS over US. Ad-
ditionally, we compared DGCNN to PointNet++ and the re-
sults are almost equivalent regarding the mIoU.
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